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What is AI?
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Artificial Intelligence, or AI is a term coined in the 1950s to refer to machines that would 
be able to simulate human intelligence and problem-solving. These days, it is being used 
to describe any advanced machine learning system. 

Machine learning is a branch computer science that focuses on building systems that 
learn, i.e. gradually improve performance, based on the data they consume. It is referred 
to as deep learning, when the systems in question are based on multilayered neural 
networks.

Generative AI, or GenAI   refers to deep learning models that can generate text, code, 
images and other media in response to user input (prompts), simulating the data they 
were trained on.

What is AI?

See Glossary for more definitions

https://libguides.library.universityofgalway.ie/AIforResearch/glossary


Everything is called AI now!
GenAI models 

• Text generation

• Image generation

• Video generation

• Sound generation

Non-generative machine learning models
(rebranded as AI)

• Object recognition for assisted driving

• Medical image analysis

• Stock price prediction

• Weather forecasting

• Recommendation systems

Read more:

• https://cloud.google.com/docs/ai-ml/generative-
ai/generative-ai-or-traditional-ai

• https://dataforest.ai/blog/generative-and-non-
generative-ai-the-strengths-of-both-approaches

“Traditional” (non-generative) AI is 
good at analysing data, extracting 
hidden insights and trends from it 
and making predictions. GenAI isn’t!
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AI is a Marketing Term

James Lighthill & John McCarthy, The Lighthill Debate (1973)

— ...one wants to make some sort of analogy. One 
wants to bring in what one can gain by a study of how 
the brains of living creatures operate. This is the only 
possible reason for calling it artificial intelligence.

— Excuse me. I invented the term artificial 
intelligence. I invented it because... when we were 
trying to get money for a summer study.

Image source: Nature

https://www.youtube.com/watch?v=pyU9pm1hmYs&t=142s&ab_channel=bilkable
https://www.nature.com/articles/480040a


What is GenAI?

Generative: generates content

Artificial: created by humans

Intelligence 

Image source: iStock

LLMs “learn” by statistically analysing the distributions 
of words, pixels or other elements in the training data 
and identifying common patterns. They can model and 
simulate data, but lack human-like reasoning abilities 
and information verification mechanisms.

Large Language Model*
*can also refer to image, video  
and audio generation models 

https://media.istockphoto.com/id/583817978/photo/random-magazine-words-and-letters.jpg?s=612x612&w=0&k=20&c=9Z5c4xT3lshAbXYudJoquCqGZVuCDfFgYQK7F3Rrofg=


LLMs are Stochastic Parrots

Emily M. Bender et al., On the Dangers of Stochastic Parrots: Can Language Models Be 
Too Big? (2021)

Contrary to how it may seem when we observe 
its output, an LM is a system for haphazardly 
stitching together sequences of linguistic forms 
it has observed in its vast training data, 
according to probabilistic information about 
how they combine, but without any reference 
to meaning: a stochastic parrot.

Image source: Intelligencer

https://doi.org/10.1145/3442188.3445922
https://doi.org/10.1145/3442188.3445922
https://nymag.com/intelligencer/article/ai-artificial-intelligence-chatbots-emily-m-bender.html
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How does it work?



Language Models

Image sources: Manning, Nvidia

https://livebook.manning.com/book/build-a-large-language-model-from-scratch/chapter-1/v-8
https://developer.nvidia.com/blog/how-to-get-better-outputs-from-your-large-language-model/


Large Language Models
• Trained of vast amounts of data
• Often multilingual
• Often multimodal (= can process not only text, but other types of input, e.g. images)

https://github.com/Hannibal046/Awesome-LLM

https://github.com/Hannibal046/Awesome-LLM
https://github.com/Hannibal046/Awesome-LLM
https://github.com/Hannibal046/Awesome-LLM


(M)LLMs are good at text-
centric templated tasks

• Spelling and grammar correction 

• Suggesting synonyms

• Rewording or reformulating text (for 
example, to simplify it)

• Providing a general overview of a topic    
(but not too niche!)

• Rewriting text in a particular style

• Generating new text based on a template

• Applying formatting, e.g. LaTeX, to text

• Autocomplete (for both text and code)

• Labelling textual data

• Translation

• Information extraction from text

• Speech recognition

• Image captioning

• ? Summarisation (not always, 
because LLMs rather shorten 
than summarise texts)



Generating Response from Prompt

Image source: Cognite

guardrails

post-processing

https://www.cognite.com/en/resources/blog/generative-ai-in-industrial-dataops


Generating a Response from Prompt

1. The prompt is broken down into smaller units, called tokens, 
and converted to a machine-readable format.

2. The model uses statistical patterns to predict likely words or 
phrases that might form a coherent response to the prompt.

• It identifies patterns of words and phrases that 
commonly co-occur in its training data.

• These patterns are used to estimate the probability of 
specific words or phrases appearing in a given context.

• Beginning with a random prediction, the AI uses these 
estimated probabilities to predict the next likely word or 
phrase in its response.

3. The predicted words or phrases are converted into readable 
text.

4. The readable text is filtered through what are known as 
guardrails to remove any offensive content.

5. Steps 2 to 4 are repeated until a response is finished.

6. The response is post-processed to improve readability by 
applying formatting, punctuation and other enhancements 
(such as beginning the response with words that a human 
might use, such as ‘Sure’, ‘Certainly’ or ‘I’m sorry’).

Adapted from “What is Generative AI?” Guidance for generative 
AI in education and research (UNESCO 2023, pp. 9-10)

https://www.unesco.org/en/articles/guidance-generative-ai-education-and-research


Fine-tuning
Fine-tuning — taking pre-trained models and further training them on smaller, specific datasets to 
refine their capabilities and improve performance in a particular task or domain (SuperAnnotate)

Tasks

• Question answering

• Summarisation

• Translation

• Image captioning

• Extracting text from 
images (OCR)

• …

Domains

• Legal

• Biomedical

• Retail

• Programming

• Organisation-specific

• Minority language

• …

Image source: Heiko Hotz

https://www.superannotate.com/blog/llm-fine-tuning
https://towardsdatascience.com/rag-vs-finetuning-which-is-the-best-tool-to-boost-your-llm-application-94654b1eaba7/


Image source: Heiko Hotz

Retrieval-Augmented Generation (RAG)

• The web

• Knowledge graphs, e.g. Wikidata

• Specialised databases, e.g. a database 
of research papers

Retrieval-augmented generation (RAG) — the process of optimising the output of a large language model, 

so it references an authoritative knowledge base outside of its training data sources before generating a 

response (Amazon; Google).

https://towardsdatascience.com/rag-vs-finetuning-which-is-the-best-tool-to-boost-your-llm-application-94654b1eaba7/
https://www.wikidata.org/wiki/Wikidata:Main_Page
https://aws.amazon.com/what-is/retrieval-augmented-generation/
https://cloud.google.com/use-cases/retrieval-augmented-generation


Image source: DeepPavlov

Knowledge Graph (KG)

https://deeppavlov.ai/research/tpost/bn15u1y4v1-improving-knowledge-graph-completion-wit


Specialised Databases

Image source: Harry Li et al. 

https://arxiv.org/html/2304.01311


Limitations of LLMs
• LLMs don't know things and don't have human-like reasoning abilities. Unlike humans, 

LLMs "learn" by statistically analysing the distributions of words, pixels or any other elements 

in the training data and identifying common patterns. They are simply trained to predict the 

next or missing element in a sequence, which lets them simulate the training data and 

generate responses that "make sense".

• LLMs lack information verification mechanisms and can "hallucinate" (generate 

incorrect or unrelated answers), especially favouring familiar or frequently seen words. 

Moreover, an LLM would rather produce an incorrect answer than no answer at all: 

current evaluation procedures reward guessing over acknowledging uncertainty. This is why 

even the best models showing top results on evaluation benchmarks can be problematic for 

practical use.

• Even the best LLMs lack consistency and reproducibility of results. An LLM-based chat-

bot will produce a different output in response to the same prompt every time you query 

it. Moreover, LLMs are unable to maintain coherent internal reasoning without contradictions.



Limitations of LLMs
• LLMs aren't self-aware: they have no way to reflect about their own knowledge or abilities. 

There is no use asking an LLM if it knows or has access to something: in the best-case 

scenario, you will get an answer hard-coded by its developers, and in the worst-case 

scenario, the model will generate a convincing, but meaningless response.

• LLMs don’t have “core beliefs”; they’ll generate responses for or against any topic, 
depending on the prompt, without holding any stance. If certain perspectives appear 
more often in their training data, the model may echo those more frequently, as it aims 
to reflect the most common responses. 

• LLMs have no sense of truth or morality. While they may often reflect widely 
accepted facts, they can just as easily generate incorrect information if prompted, as 
they lack any inherent understanding of right or wrong. 

Adapted from Introduction to Large Language Models without the Hype (Mark Riedl, 2023)

https://mark-riedl.medium.com/a-very-gentle-introduction-to-large-language-models-without-the-hype-5f67941fa59e


Limitations of LLMs
• LLMs are auto-regressive, meaning each word guess becomes part of the input for 

the next guess, allowing errors to accumulate. Even a single mistake can cascade, 
with the model building further errors on top of it. LLMs can’t self-correct or revise 
their outputs; they simply follow the sequence as it unfolds. 

• The quality of the output directly depends on the quality of the input; better prompts 
yield better results. Experiment with different prompts to find what works best and 
check the guide on prompt engineering. 

• LLMs aren’t capable of true problem-solving or planning, as they lack goals and the 
ability to look ahead. Instead, they can generate plans and solutions based on patterns 
they've learned from training data. While their outputs may resemble structured plans, 
they are essentially making educated guesses based on previous examples rather 
than actively evaluating alternatives or considering outcomes. 

Adapted from Introduction to Large Language Models without the Hype (Mark Riedl, 2023)

https://libguides.library.universityofgalway.ie/AIforResearch/prompting
https://mark-riedl.medium.com/a-very-gentle-introduction-to-large-language-models-without-the-hype-5f67941fa59e
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Best practices of 
using AI in research



GenAI Concerns
• Bias & Fairness

• Data Privacy & Security

• Transparency & Explainability

• Hallucinations & Misinformation

• Copyright Infringement

• Sustainability & Environmental Cost

• Over-reliance on GenAI

• Inequality & Digital Divide

Read more: 
• https://libguides.library.universityofgalway.ie/AIforResearch/concerns

• https://airisk.mit.edu/

Image source: University of London

https://libguides.library.universityofgalway.ie/AIforResearch/concerns
https://libguides.library.universityofgalway.ie/AIforResearch/concerns
https://airisk.mit.edu/
https://airisk.mit.edu/
https://onlinelearning.london.ac.uk/2024/03/25/the-ethics-of-genai/


Developing Responsible AI

Image source: AI Governance

https://aigovernance.co.uk/about/responsible-ai-policy/


Ethical & Effective Use of GenAI

Digital Promise 2024

https://digitalpromise.org/wp-content/uploads/2024/06/24cLSR0009-Exec-Summary-AI-Literacy-Framework-Paper_FINAL.pdf


• Be curious and be critical

• Don’t feel like you’re missing out if you aren’t 
using GenAI

• Do remember that you’re smarter than ChatGPT 
or any other language model

• Don’t outsource creative/analytical work to GenAI

• Do use digital tools to save you time from time-
consuming tasks that don’t require much 
intellectual effort

• Choose specialised tools over general-purpose 
GenAI assistants

• If you need to analyse data and make predictions, 
use traditional AI (classification & regression ML 
models)

Best Practices of Using (Gen)AI 
in Research



• Check the University’s Research Integrity Policy 
(QA514) and visit the University’s website section 
on Research Integrity. 

• Be transparent about which tools you use and 
how you have used them in your research. A 
disclosure statement is often required as a 
section or appendix in your publication.

• Always cite and reference material included in 
your research outputs that is not your own work, 
including AI-generated content.

• Don’t ask AI to generate experimental data and 
then present it as the data you have collected, 
whether in its raw form or after analysis. This is 
data fabrication and is considered serious 
misconduct. 

https://www.universityofgalway.ie/media/staffsub-sites/researchoffice/Research-Integrity-Policy-QA514.pdf
https://www.universityofgalway.ie/media/staffsub-sites/researchoffice/Research-Integrity-Policy-QA514.pdf
https://www.universityofgalway.ie/researchcommunityportal/researchintegrity/
https://libguides.library.universityofgalway.ie/AIforResearch/citation
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Statement on Generative Artificial Intelligence

I acknowledge the use of [insert AI system(s) and link] to [specific use of GenAI].

The prompts used were [list of prompts].

The output from these prompts was used to [explain use].

Adapted from University College Cork 2024

Example of a Disclosure Statement

https://www.ucc.ie/en/ethical-use-of-generative-ai-toolkit/academic-integrity/#academic-integrity


• Keep detailed records of your interactions with 
GenAI. Ensure you save the prompts, not just the 
outputs! Note that ChatGPT and some other tools 
don’t keep a timestamp of when conversations 
took place — you will need to do this manually. 

• Make sure to save separate drafts of your work 
and keep notes along the way to show that the 
final product is the result of your own progress 
and original thought.

• Keep sensitive data away from GenAI to avoid 
personal and experimental data leakage. Once 
your data is fed to a proprietary GenAI tool, there 
is no guarantee that it stays private and no way 
to check it.



• Meticulously fact-check the information 
produced by GenAI and verify the source of all 
citations it uses to support its claims.

• Critically evaluate all AI output for any possible 
biases that can skew the presented information. 

• When available, consult developers' notes to 
find out if the tool's information is up-to-date, and 
if it has access to a knowledge graph or a 
database for fact-checking. 

• Keep in mind that general-purpose GenAI virtual 
assistants like ChatGPT can’t function as a 
calculator, encyclopedia, oracle or expert on 
any topic by design. 
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GenAI tools



Literature Review
• Divide into groups of 2-3 based on 

your research area, e.g. law, biology, 
education…

• Pick a research topic/question that you 
are familiar with

• Use 3-5 tools from this list to find 
research papers on this topic

• Elicit

• Consensus

• Research Rabbit

• Connected Papers

• SciSpace

• Discuss the results

• Were the results relevant?

• Were the results representative of the 
state-of-the-art research on the topic?

• Did each tool provide different results, 
or were they similar?

• Did you get better results compared to 
a standard library search, searching 
Google Scholar or any of your 
discipline-specific databases?

• Was the user experience better?

• Did you get any insights compared to 
traditional search?

https://elicit.com/
https://elicit.com/
https://consensus.app/search/
https://consensus.app/search/
https://www.researchrabbit.ai/
https://www.researchrabbit.ai/
https://www.connectedpapers.com/
https://www.connectedpapers.com/
https://typeset.io/
https://typeset.io/
https://search.library.nuigalway.ie/primo-explore/search?vid=353GAL_VUJ
https://scholar.google.com/
https://libguides.library.universityofgalway.ie/findingdatabases
https://libguides.library.universityofgalway.ie/findingdatabases
https://libguides.library.universityofgalway.ie/findingdatabases
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Baseline: Google Scholar
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Baseline: Scopus
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Baseline: Web of Science



Connected Papers



Elicit



Consensus



SciSpace
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https://www.perplexity.ai/

Advanced 
Web Search

• Double-check everything, 
especially facts

• Look at cited sources

• Don’t copy the results 
word-for-word

https://www.perplexity.ai/
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Organising Information

• Double-check every fact 
and conclusion made by 
the model

• Don’t upload anything that 
isn’t already on the web 
(e.g. unpublished papers or 
reports)

• Don’t upload anything that 
contains sensitive data 

https://notebooklm.google.com/

https://notebooklm.google.com/
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Prompt 
engineering



Prompt Engineering
Prompt — an input that a user feeds to a generative AI.

Prompt engineering — a process of creating and refining instructions used as input to a 
generative AI system to get high-quality outputs (Amazon).

Works best for LLMs and general-purpose GenAI chatbots; task-specific tools may have 
some hard-coded prompts letting you simply use keyword search or a one-line question

• ChatGPT

• Google Gemini

• Claude

• DeepSeek

• …

Read more

• https://libguides.library.universityofgalway.ie/AIforResearch/prompting

• https://mirascope.com/blog/prompt-engineering-examples

• https://cloud.google.com/discover/what-is-prompt-engineering

https://aws.amazon.com/what-is/prompt-engineering/
https://cloud.google.com/discover/what-is-prompt-engineering
https://cloud.google.com/discover/what-is-prompt-engineering
https://cloud.google.com/discover/what-is-prompt-engineering
https://cloud.google.com/discover/what-is-prompt-engineering
https://cloud.google.com/discover/what-is-prompt-engineering
https://cloud.google.com/discover/what-is-prompt-engineering
https://cloud.google.com/discover/what-is-prompt-engineering
https://cloud.google.com/discover/what-is-prompt-engineering


Types of Prompting
• System message — give the tool a persona or function to limit the perspectives it 

will approach a task from

• Zero-shot — prompting the tool with no examples and building context into the 
original prompts

• Few-shot — provide the tool with a couple of examples or build up to the ultimate 
task by breaking the prompt down to several steps

• Chain-of-thought — start from an idea and ask the tool to provide some thoughts 
on it, then shape further prompts based on its responses

• Context-expansion — start from a premise and ask the tool to identify "5 Ws and 
a How" to build on your original premise

• "Be on your toes" — ask the tool to be on its guard and look for ulterior motives 
when it answers your query
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• Concise — while additional detail can provide context, cluttering your prompt 
with superfluous details can confuse the tool or cause it to get lost in the details

• Logical — providing information in a structured format with a logical flow will 
improve your results

• Explicit — to get specific, clear responses you will need to give specific, clear 
instructions: define the task, set parameters, and give a precise call to action

• Adaptive — being flexible and willing to try multiple approaches will reduce 
hallucinations and produce more relevant outputs

• Reflective — be critical! Evaluate and fact-check the responses you get, keep 
hold of strategies and prompts that work, prompting is a continual process

CLEAR framework



CREATE framework
• Character — who will AI be? Gives the model a context and perspective and can 

help limit the types of sources the tool draws information from or the tone of the 
output.

• Request — specific instructions for what you want the model to achieve.

• Examples — offers the model something to build on (few-shot learning).

• Adjustments — writing prompts is an iterative process, and first drafts are 
hardly ever perfect!

• Type — what type of output are you expecting? A table, bullet points, summary 
image

• Extras — additional instructions or steps such as "ask me questions before you 
answer" or "ignore previous prompts".
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Support & Resources



AI for Research Guide
https://libguides.library.universityofgalway.ie/AIforResearch

https://libguides.library.universityofgalway.ie/AIforResearch
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Books on AI available in the Library

• Non-fiction

• Theory

• AI Ethics

• Practice

• Machine Learning (ML)

• Natural Language Processing (NLP)

• Prompt Engineering

• AI Applications

AI Reading List 

https://rl.talis.com/3/nuigalway/lists/F53A0E8B-1A3D-466C-177C-C7F46E294E56.html
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*You may accidentally receive a response from my non-AI assistant 

You can always email me for a consultation!
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